
CS341l Fall 2009 Test #3
Friday, 6 November 2009 10-10:50am

Name: ________________Key______________________

CS 341l Fall 2009, Test #3.  100 points total, number of points each question is worth is 
indicated in parentheses.  Answer all questions.  Be as concise as possible while still 
answering the question.  You have 50 minutes exactly, I’ll collect the tests at 
10:50am.  A calculator is okay, but it must be just a calculator (no iPhones,   etc.  ).   
Closed book, closed notes, closed everything else.  If a question is ambiguous, state your 
assumptions before answering it.

#1. (12 points,  2 points each)  Circle T for true or F for false.

* Precise interrupts are no longer important because modern processors have superscalar 
pipelines.

F

* J-type instructions such as jal and j use pseudo-direct addressing. T

* Spatial and temporal locality allow us to create the illusion of a large, fast memory via 
a memory hierarchy.

T

* Direct Memory Access (DMA) is typically better for high-bandwidth devices than 
interrupt-driven I/O is.

T

* RAIDs 0, 1, 3, and 5 are more commonly used than RAID 2 or 4. T

* TLBs (Translation Lookaside Buffers) are an alternative to multi-level page tables, an 
architecture would typically not use both.

F
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#2. (15 points, 3 points each) For the following cache configurations, calculate the 
number of blocks, the number of sets, and the number of tag bits.  Assume 32-bit 
addresses.

* 32 KB cache, 128-byte cache lines, 4-way set associative:

#Blocks?: ___256____,     #Sets?: __64_____,     #Tag bits?: ___19____

* 256 KB cache, 128-byte cache lines, 4-way set associative:

#Blocks?: __2048____,     #Sets?: __512____,     #Tag bits?: __16____

* 256 KB cache, 64-byte cache lines, 16-way set associative:

#Blocks?: ___4096____,     #Sets?: ___256____,     #Tag bits?: __18_____

* 32 KB cache, 256-byte cache lines, direct mapped:

#Blocks?: ____128___,     #Sets?: __128_____,     #Tag bits?: ___17_____

* 32 KB cache, 64-byte cache lines, fully associative:

#Blocks?: __512____,     #Sets?: ___1____,     #Tag bits?: __26____
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#3. (40 points, 4 points each) Multiple choice, select the one best answer.

*  Which of these would typically not be used for translating a virtual address into a 
physical address?:

a. A single-level page table

b. A multi-level page table

c. A victim cache

d. A Translation Lookaside Buffer (TLB)

* In which of these places would I typically not find stored physical addresses, physical 
page numbers, or tags that had been part of physical addresses?:

a. In the TLB

b. In my user-space process as a pointer

c. As an entry in a page table

d. In a physically addressed cache

* In which of these places would I not expect to find any stored virtual addresses, virtual 
page numbers, or tags that had been part of virtual addresses?:

a. In the TLB

b. In my user-space process as a pointer

c. As an entry in a page table

d. In a virtually indexed, physically tagged cache

* Which of the following is not a reason why we use virtual memory paging?:

a. To give each process the abstraction of having it's own address space

b. To implement segmentation

c. To protect processes from other process' memory corruption errors

d. To extend our illusion of a large, fast memory
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* Which of these types of misses would I expect to go up if I held the cache size and 
associativity the same and increased the block size beyond a certain point?:

a. Capacity misses

b. Compulsory misses

c. Contemporary misses

d. Conflict misses

* Which of these does not typically go up when I increase the associativity of the first-
level cache?: (Question was posed poorly, a and d could both be correct answers)

a. Miss rate of the first-level cache

b. Hit rate of the first-level cache

c. Hit time of the first-level cache

d. Miss penalty of the next level of cache

* Which of these statements is not true?:

a. Virtual memory swapping is almost always write-back

b. Write buffers help with the performance overhead of write-through schemes

c. Write-back schemes can require an additional penalty for cache evictions

d. Write-back schemes are mainly used to avoid having to use a dirty bit

* Which of the following statements is true?:

a. A TLB is a small cache for virtual-to-physical address translations

b. A victim cache is an alternative to virtual memory

c. Page faults typically lead to a program crash

d. Increasing the cache size typically increases capacity misses
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* Which of these would I not typically expect to find attached directly to the higher-
bandwidth north bridge?:

a. A high-bandwidth device such as a GPU or 10 Gigabit network card

b. the south bridge

c. the DRAM

d. Low-bandwidth devices such as USB 2.0, the keyboard, or the mouse

* Which of these would I typically not expect to find on-chip in a modern cache for a 
multicore processor such as the Intel Core series?

a. Trace cache

b. A cache coherency protocol

c. Shared cache

d. Swap space

#4. (10 points, 2 points each) Match each description of a RAID level with the level it 
describes by filling in the blanks, choosing your answers from: 0, 1, 3, 5, and 6.  You 
should give each of four answers once, and then you must write a description of the 
missing level (that was not described).

RAID Level __6_ is an improvement over the RAID level below it in that it can tolerate 
more than one hard drive failure for fault tolerance purposes.

RAID Level __0_ provides no fault tolerance, it is for performance reasons only.

RAID Level __3_ uses bit-interleaved parity, which has good fault tolerance and 
performance but small writes cannot be parallelized.

RAID Level __5_ uses distributed, block-interleaved parity, but can only tolerate a 
single hard drive failure for fault tolerance purposes.

Now, complete the description of the missing RAID level not described above...

RAID Level _1_ is mirror RAID, which gives fault tolerance and performance benefits 
but has a 100% storage cost.
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#5. (5 points) Of the two semantically equivalent sequences of MIPS code below, which 
will have the fewest number of bubbles when executed in a typical MIPS pipeline as in 
Chapter 4 of the book?  Another way to phrase this question is: which sequence would a 
smart compiler be most likely to produce?  

a. A

b. B

#6. (5 points) Of the same two semantically equivalent sequence of MIPS code, which 
requires the most forwarding of data to occur?

a. A

b. B

A.
lb      t0, 0(s1)
addi    t0, t0, 48
sb      t0, 0(s2)
lb      t0, 1(s1)
addi    t0, t0, 48
sb      t0, 1(s2)
lb      t0, 2(s1)
addi    t0, t0, 48
sb      t0, 2(s2)
lb      t0, 3(s1)
addi    t0, t0, 48
sb      t0, 3(s2)

B.
lb      t0, 0(s1)
lb      t1, 1(s1)
lb      t2, 2(s1)
lb      t3, 3(s1)
addi    t0, t0, 48
addi    t1, t1, 48
addi    t2, t2, 48
addi    t3, t3, 48
sb      t0, 0(s2)
sb      t1, 1(s2)
sb      t2, 2(s2)
sb      t3, 3(s2)
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#7. (5 points) Use the following equation for Amdahl's law to answer the question:

O.S. = 1/((1-f)+(f/s))

Suppose you're building an embedded processor to compete with the ARM/XScale ISA, 
and using a MediaBench benchmark.  You need to shave 20% off of your total execution 
time for that particular benchmark.  You think you can increase the performance of 
memory copy loops by a factor of 5 by increasing the cache bandwidth.  What fraction 
of the total execution time of the benchmark would need to be currently being spent on 
memory copy loops in order for this optimization to achieve your target for the overall 
speedup?

Plug in s = 5, O.S. = 1.25, get f = 0.25
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#8. (5 points) Use the following equation for Amdahl's law to answer the question:

O.S. = 1/((1-f)+(f/s))

Suppose 8/9ths (or 0.888888...) of the serial execution time of my scientific computation 
is trivially parallelizable, meaning that I can take that 8/9ths of the work and divide it up 
among N nodes on a N-node cluster and that part of the execution will run N times as 
fast.  How many nodes in my mini-cluster would I need to get an overall speedup of a 
factor of 5?

Plug in f = 8/9, O.S. = 5, solve for s = 10
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#9. (4 points) If I increase the block size of my cache, holding the size and associativity 
the same, and my miss rate goes down, what is happening (i.e., why did the miss rate go 
down)?

There is more spatial locality due to the larger block size, since more data is 
brought in with every cache line.

#10. (1 point) Who wrote the paper where we get the three C's of cache misses from and 
the idea of a victim cache?

Norm Jouppi

#11. (1 point) In what conference was that paper originally published?

ISCA (International Symposium on Computer Architecture)

#12. (1 point) Describe a method by which any cache miss can be precisely defined as 
exactly one of the three types of caches misses.

Probably not possible, but hasn't been proven impossible yet.

#13. (no points, just for fun) Classic American zombies, e.g., in Night of the Living 
Dead, get from place to place by lumbering slowly with their arms outstretched.  How 
do classic Chinese zombies, or Jiang Shi (僵尸), get from place to place in movies such 
as Mr. Vampire (僵尸先生)? (Note: though sometimes called “Chinese vampires,” Jiang 
Shi more closely resemble zombies.)

They hop.
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