To Model or notTo
Model:that Is the
guestion.




_'Administriva

¥ ICES suweys tody
¥ ReminderML dissetation deénse (MLdr fMRI)
¥ Tomorrow, 1:00 PMFEC141

¥ Topic or next week?




_ 'What® hapenin®

¥ Last time:
¥ Notes on presentations
¥ SARSA(): the pretty picture
¥ Eligibility traceswvhy they work
¥ Discussion oAbbeel et al.
¥ Today:
¥ More FP tips/suggestions
¥ Model-free vsmodel-based learning
¥ The B algorithm




| Tips on FP eport

¥ Don®be vague!

¥Reader should be able tagut and e-do your
work/reach the same conclusionswydid

¥ Harder than it sounds
¥Get someone to poof-read br you

¥ Male them ask gu questions!




| Tips on FP eport

¥ Proof read!

¥ Be brmal -- aoid contractionsslangsentence
fragmentsetc.

¥ Spell check!
¥ Proof read (again)!




_'Common writing bugs

¥ Misuse of i.ge.g. et al. etc.

¥etal /" note wher the period is

¥ Citation strings ag not nouns
¥ OAs Schmoeeports [10],the foo is baO
¥ Not Oln [10]Schmoe eports the Do is baiO

¥Labe| ars,give Pgue legendanformative cations,
etc.

¥ ORadr to Figue 5.0 vIn the mvious bgue..0
¥ Commas!




_ 'What do you know?

¥ Both Q-learning and SARSA(are model fee
methods

¥ Ak.a.value-basedethods
¥ Learn aQ function

¥ Never learnT or R explicitly

¥At the end of learningagent knavs how to act but
doesniCexplicithknow anything about the
environment

¥Also, no guarantees about expletexploit tradeoff
¥ Sometimesyant one or both of the abae




_ 'Model-based methods

¥ Model based method§TOH, doexplicity learnT
&R

¥ At end of learninchae entie M ="SA T,R#

¥ Also hae ! *

¥ At least one model-based method also guarante
explore/exploit tradeoff poperties




_ E3
¥ EfPcientExplore & Exploit algorithm

¥ Kearns & Singtadine Learnirgp,2002
¥ Explicity keeps aT matrix and aR table

¥ Plan (policy iter) w/ cut T & R! curr.!
¥ E\ery state/action enty in T andR

¥ Can be markd known or unknown

¥ Has a #visits countenv(s,a)




E3

¥After every "s,a,[s@tuple, updateT & R (running
average)

¥ When nv(s,8>NVthresh, mark cell aknown &
re-plan

¥ When all statesknown, done learning & he ! *




| The EB alrithm

Algorithm: E3 learn_sketch // only an overview
Inputs: S, A, $(0<= &1), Nvthesh R ., Var__.
Outputs: T, R,!I*
Initialization:
R(s)=R_ ., // forall S

T(s, a s@=1/| S| // forall s, a, sO

known( s, a)=0; nv s, a)=0; //foralls, a
I =policy_iter( SA, TR




" |The EB alorithm

Algorithm: E3_learn_sketch // conOt

Repeat {
s=get_current_world_state()
a=! (s
(r, sQ=act_in_world( a)
T(s a s@=(1+ T(s a s@® nvs a)/( nvs, a)+l)
nv( s, a)++;
if( nvs, a> NVthresh {
known(s,a)=true;
I =policy _iter( S A TR
}
} Until (all ( S, a) known)




" |Why does it work?

¥ InitializationR,,,
¥ OOptimism under unctintyO

¥Te||s agentsomeplace gu haren©been is alvays
more exciting than whex you are

¥ Encourages exploration




_ 'Why does It work?

¥ When you hae explored some egionOenoughO
then can exploit it

¥ Understand it vell enough to neigate in it
¥ Can either
¥ Wander in aea you know and pick up eward

¥ Escpe from area you know into Ogeener
pastuesO

¥ OenoughO xVthresh




ChoosingNVthresh

¥ Critical parameter in ENVthresh

¥ Affects hav much experience agent needs to be
conbdent in sang aTl(s,a,sPvalue iknown

¥ How to pick this param?

¥ Want to ensue that cur estimate T(s, a, s'),is

close to trueT(s,a,sQyith
Pr[|T(s,a,s)! T(s,as)

¥ How to do that?

nigh pob:

" 1T(s,a,s)]# "




5 mirutes of math...

¥ General poblem:

¥ Given a binomiayl distributed random variable
X,what is the pobability that it deiates ery far
from its true mean?

PrIX | 0| > 10]




5 mirutes of math...

¥ General poblem:

¥ Given a binomiayl distributed random variable
X,what is the pobability that it deiates ery far
from its true mean?

PrIX | 0| > 10]

¥ R.vcould be: I n

¥ Sum of may coin Rips: X = Xi
=1




5 mirutes of math...

¥ General poblem:

¥ Given a binomiayl distributed random variable
X,what is the pobability that it deiates ery far
from its true mean?

PrIX | 0| > 10]

¥ R.vcould be: I n

¥ Sum of may coin Rips: X = Xi
i=1
¥Average of may samples t/m a transition

function: 1 " |
X = — [(s,a)! s]




5 mirutes of math...

¥Theor em (Chernoff bouldsiven a binomiay
distributed random variab)&, generated fom a
sequence oh events,the probability that X is ery

far from its true mean/®, is gien by:

! »
e.

(1+ 1)a+h)

Pr[X > (1+ )] <

! | O
e-

- P ) > R < haen




_'5 mirutes of math...

¥Consequence of the Chernoff bound @nfal):
¥ With a bit of bdilingyou can shu that:

¥ The pobability that thestimatedmean ér a
binomially dighruted andom vaable &lls vey far
from thetrue mean &lls ofexponentialy quicky
with the sz of the sample set




Chernoff bound &Vthresh

¥ Using Chernoff bounaan shav that a transition
can be considead OknavnO when:

P 4 o

NVthresh = O" Var max log(l/ )&

¥ Where:
¥ N<humber of states iM , =|S]

¥ %amount yuée willing to be wong Ly
¥ " <prob that you gt it wrong by more than%

¥ H<horizon time:how far ahead need to plan




Poly time RL

¥A further consequence (onceoy layer on a bunch
of math & assumptions):

¥ Can learn complete model iat most
i M m ax

0 NHf'“af MaX_ Jog(N/")N Vthresh

¥ steps
¥ Notes:

¥ Polynomial inN, 1/*, and 1/%
¥ BIG poynomialpasty constants




| Take-home messages

¥ Model based RL is a @ifént way to think of the
goals of RL

¥ Get better understanding of erld
¥(Sometimes) @vides stonger theoetical larerage
¥There exists a povaby poly time algfor RL

¥ Nasty poynomialtho.

¥ Doesntwork well in practice

¥ sStill,nice explanation of whsome érms of RL
work




