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Homework 3
Due: Oct 14,2003

1. (Notethatthis problemshouldhaveoriginally appeaedwithi rangingfrom1tod, not0, sol
havefollowedthatin this solution. Addingthe 0-ordertermdoesnt change anythingingsig-
ni cant, howerer—it only addsa factor of e which canbeincorporatedinto the normalizing
constant.)

Considerthefunction
g(x) = ke * 0 x 27 x 27 x o)

= ke  falc D
for someevendand 4 6 O.

(a) Shaw thatthereexistsak suchthatg(x) is avalid PDFE (Hint: youdo notneedto nd
thatk — you merely needto shav thatit mustexist. Considerthe behaior of this
functionfor largex, ascomparedo the behaior for otherPDFsthatyou've seen.)

They key to this problemis to realizethat only two criteria needto be establishedo
showthatg(x) is a valid PDF:

. gx) O 8x

-

i, gx)dx=1
The r st propertyis clearly true (thoughit doesneedto be statedexplicitly), but the
seconds harderto establish.Notethat, becausé did notrequireyouto nd thek that
normalizegy(x), it sufces to showsimplythat

gx)=e ® D & 2?7 x 2 x

hasa nite ingggral. It's clearthatg(x) is nite for any nite x, sofor any nite range,
say [X;; Xu], Xxl“ g(x)dx is also nite. Theeefore, the critical behaviorof g(x) is in
thetails: asx ! 1 , doesg(x) remainboundedand,if so,doesit possess nite
integral in thetails?

Observehatfor anoddp, limy,,;; e ** = 1 , whilefor anevenp, lim,;;, e ** =

0. Becausdl is speci edto be evenin this case we knowthat the nal term of the
exponentwill go to zeio at the tails. It turns out that, asymptotically this term will

dominatethe othertermsin the exponentandall of g(x) will approad 0 in bothtails
(speci cally, g(x) 2 O(e *"); you can establishthis rigorouslyvia L'Hopital' s rule,

but an asymptoti@rguments sufcient for this problem).

Sonowwe knowthat g(x) is nite overits entire range and approadeso in thetails,
but we havenot yet establishedhat it hasa nite integral over its entire range. e
knowthat it hasa nite integral over an (arbitrary) nite range, [x,; X,], but not that
the(in nitely long) tails havea nite volume You couldattad this directlywith series
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argumentdrom calculusor analysis but it' s simplerin this caseto notethat g(x) can
bewrittenas:

g(x) ke (x 2)2 e (x 1)e P id=3 (Xi i)

ke & 2°f (x)

thatis, as (effectively)a Gaussiancomponenmultiplied by anotherfunctionof x. We
knowthatf (x) itselfasymptoticallyapproadces0in bothtails, sothere mustexistsome
X; andx, sudthatf (x) 1forallx X, or Xy. Thus,in theregion beyondx
andx,, g(x) is boundedabove by the tails of someGaussian.Becausehe Gaussian
is a PDF its tails have nite volume sothe tails of somefunctionboundedbelow it
mustalsohave nite volume Ergo, g(x) hasa nite integral andthere mustexistsome
constank thatnormalizest to 1, makingg(x) a properPDF,

(b) Find amaximumlikelihoodestimatorfor ;. You mayleave your answerin the form
“the rootsof thefollowing polynomial...” withoutactually nding therootsexplicitly,
but you mustgive the correctpolynomial.

Begin by writing downthelikelihoodand log-likelihoodfunctions.For a sample =

fX1;X2; 000 XN 0,
W
LG, )= a9(x)
j=1
= kNeP o ( Pidzl(xj ")
X xd _
L(; )= Nlogk ( & )
j=1 i=1
whee denoteghe entire setof parametes 1;:::; 4. TheMLE for iisjustb. =
argmaxL(; ):
X xd _
@_L(; ) = Q_N logk @@ C & DY
! ! lj=1 i=1
X .
=i 0t

"o
=0

whetee the second-to-lasline is simplythe binomial expansionof the previousexpres-
sion. ThedesiedMLE, then,is oneof the zeosof the polynomialgivenby thelasttwo
lines. Note however, that this equationhasup to d uniquerootsin ;, some(or all!)

of which maybe complex and, furthermoee, a secondderivativetestwill be neededo
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establishjust which are maxima‘gnd which are minimaor in ection points. Thesec-
ondderivativeof L is i(i 1) J.Nzl (x; ) 2, aboutwhich little canbe saidin
the absenceof speci ¢ data. In geneal, this PDF is a nastyoneto nd estimatos
for and estimatedor higherorder ; will be very datadependen(e.g., the sign of a
particular pointin the secondderivativecan uctate wildly with fairly smallchanges
in the data—eecall the curve- tting experiments—sthe MLE will beverysensitiveto
thespeci c sample).Theseare someof thereasonghatyou've never seerthis PDF,

2. Supposéhatyou'retrying to build amodelof theair speedf anunladerswallow (African).
You're hapyy usinga Gaussiartistribution for your model,andyou have strongprior belief
thatthe meanair speeds, itself, Gaussianlydistributedwith mean50 KPH. (Thatis, you
believe thatthe meanairspeeds probablyaround50 KPH, but it could be higheror lower,
but it's unlikely to be ashigh as,say Mach 2.) Your beliefis so strong,in fact,thatyou're
willing to assigna standardleviation of no morethan10 KPH to it.

(@) Let and bethe meanandstandarddeviation of the swallow's airspeecand and
be the parametersf your prior belief aboutthe swallow's meanairspeed.Give the
maximumlik elihood (ML) and maxiuma posteriori(MAP) estimatedor , given
and . Youmayassumeéhat is x edandknown.

Letthe observedsamplebe = fXxj;:::;Xn0. You can straightforwadly showthat
the ML estimatefor is justwhatyouwouldexpect:

1 X
bme = N Xi
i=1
Finding the MAP estimate however, is trickier. Begin with the MAP equationfor the
likelihoodof the parameter , giventhe prior on (a Gaussiann termsof and ),

andneglectingthenormalizingfactor p( ):

Lmar / p( j)p()

W
= [P0l IR )

1 16 )2 1 ()2
= 92?6 2 2 pzre 2 2
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For themoment]et's work purely with the exponent(and neglectthefactorof 1=2):

P

()P, h )
2 + 12

- - 2 2 2X _ 2
( )+ xi )

— 2 2 22 +22+N22 22 Xi + 2 X_2

! ! b

1 2 2 2 2 2X . 2 2 2X 2
—— (“+N 9 2 + X + + X
2 2 ! i

Completingthesquae (recallthatax? + by+ c= a(x =2)2+ ¢ f—a), we nd:

2a

) 2 P 2# X 2 2P 2’
i (2+N 2) + i Xi +(22+ 2 X-2) ( + iXi)
2 2 2+ N 2 e 2( 2+ N 2
" n |
P Nid P
_ 1 2+ 20X N 1 (224 2X ) (2 + 2 )
22 2 2 2 2 | 2 2
(2+N 2 +N i 2( 2+ N ?)

from which we seethat Lyap ( | ), regarded purely as a functionof , is itself a
Gaussianwith meanandvariance:

2 4 ZPiXi
mear( ) = TY N 2
2 2
var( ):7( Y

It turns out that whenyou take the derivativeof the MAP log-likelihood, mostof the
termsin theabovedrop outandyouget:

2 o P

—@LMAP(j ) = S - s
@ ﬁ 2+N2

=0

)

P
2 + 2 x
bmap = 2+ N 2
2 X 2
B _Xi+ 2+ N 2

, I.e., the MAP estimateof the meanof the datais, perhapsunsurprisingly the meanof
the posteriordisg,ibution. Thisexpressioncanbeseerasa weightedneanbetweerthe
ML estimate(Ni i Xi) andthe prior estimateof the mean( ). Thee are two special
casesworth considering:
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2 N 2: Here the varianceof the datg is mud greaterthan the varianceof
your prior estimateandthe coefcient of ; x; in the r sttermgoesto 0, while
the coefcient of the secondtermgoesto 1. In this case the data hasalmostno
in uence andyour new estimateof the mean(byap ) is largely the prior estimate

N 2 2: Thisisthecorverseofthepreviouscase—ther sttermdominatesind
the secondermis ngyligible and byap is almostentirely formedfrom the data,
i.e., is almostexactly by, .

(b) Supposedhatyou take a radargun (theseare metallic African swallows) andmeasure
theairspeedf nineswallowsasX = 106 85;77,81;100 53,100 62, 73g. Whatare
the respectte ML and MAP estimatesof  after you seethis data, given the prior
beliefs = 50and = 10? Whataboutif = 50and = 1, = 50and = 150
or = 125and = 57? In eachcase,plot (on a singleplot) the prior belief, the ML
estimateandthe MAP estimate.

First, nd by, = 81:89and = 17:96usingthe ML estimatorfor andthestandad
estimateof .! Now usingtheresultfrompart (a), wecan nd:

=50; =10
2 X 2
bwmap = ZiN 2z K T2+ N 2
|
_ 107 737+ 17:96 50
17:96% + (9)(102) 17:962 + (9)(10?)

735

(theplotswill beavailablewhenl'm bad at a terminalthat supportsmatlah)

=50; =1

bMAp 509
= 50; = 150

buap 818
= 125; =5

buvap 1073

Clearly, the choiceof prior canhavea largeimpacton your estimateof , especially
for smallN . If you're not careful with your prior, it cantotally washoutthe data. On
the otherhand,whenN is small,thevarianceof by, canitself be quitelarge andthe
prior is quite a stabilizingeffect. It's a dif cult tradeof, so mostoftenpeoplechoose
priorsto in uencethedataverylittle. I.e., they choosea nearly uniformprior soasto
provide someestimateof what's going on whenthe datais veryspase(eg., N 1),
but sothatthe prior is easilywashedut by anysigni cant amountof dataat all.

IActually, taking a separateestimateof  from  is somethingof an abuse—todo this exactly right requires
handlingthemsimultaneously—bt that's tangentiako this problem,sowe'll take the easyway outfor themoment.
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(©)

(d)

Whatis theeffectof thepriorasN ) 1 (i.e.,astheamountof observedlatagrows)?
Referringto theresultof part (a), weseethatasN grows,thetermN 2 will eventually
dominatethe (xed) 2, andthe MAP estimatewill corverge to the ML estimate (This
is true in generl of MAP estimatesunderfairly looseconditionson the prior, but it's
nicelyillustratedhere for the specialcaseof the Gaussian.)How quidkly this happens
depend®ntheratioof ?to 2.

Perhapsa Gaussiarprior belief is too strong. It does,for example,allow a negative
valuefor or (with smallprobability) of Mach 2. Maybewe shouldprefera uniform
prior. Now assumea uniform prior over therange[ |; ] andderve the form of the
MAP estimatefor

This one is algebraically simpler than the previous, but it startsin the sameway:
L(j )/ p(j)p().Butobservehat,sincep( ) isuniform,it canbewritten:

< 0 if <
p()=. 0 it >
- 1 else
h |
Sso,
8 .
<0 if <
L(j )/ 0 if >
1 -
g -p( ] ) else
>0 if <
— 0 if >
1,1 Mol aNe 7 gee
h oo 2

Maximizingthis, however, is not entirely plug-n'-chug Speci cally, the derivativeis
discontinuousat = ;and = . Observinghowever, thatL( j ) = Ofor all
outsidetherange|[ |; n], andthatL > Oinsideit, tells usthatthe maximunmustexist
someavhee in theinterior of thisrange. Insidethatrange, our estimateof is justthe
standad ML estimatgrompart (a). We canthustreatour MAP estimateby cases:

TypiXi<
bvar = . f& iXi> n

X; else

Whidh s justwhatyou'd wantin this case:the MAP estimatas exactlythe ML estimate
(theuniformprior doesnt affectit) within therange of theprior, butis forcedto remain
within thatrange regardlessof whatthe datasays.

3. For eachof thefollowing Bayesiametworks,

(i) Givethefactoredorm of thejoint distributionandthenumberof parameterg theCPTs

(assuméhateachvariableis discreteandcantake onk values;anasymptoticD() result
is acceptable).
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(i) Givethemoralizedgraph.
(i) Giveatriangulatedgraph.
(iv) Givethejunctiontree.

(v) Describethe sequencef eliminations/messagédse., maiginalizationsandjoint proba-
bility tables)necessaryo calculatep(C) givenevidenceat A andE.

(@)

Thisis the na've Bayesmodel—possiblthe simplestpossiblelearning modelfor cat-
egorical data. It assertghatthefeatures(A; B; D; andE) are conditionallyindepen-
dent,giventheclass.Speci cally, thejoint probability is givenby

P(A;B;C;D;E) = p(C)p(AjC)p(BjC)p(DjC)p(E]jC)

which requiresO(k?) spaceto represent.
For this model the moralizedandtriangulatedgraphsare the same:

while thejunctiontreetakesa particularly simpleform:

o

or, equivalently

§

%I
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To calculatep(CjA = a;E = e), wecalculate

P
sp P(A=aB;C;D;E = ¢)

P(CIA=a,E =¢) =

p(A = a;E = ¢
_ s P(C)P(A = &C)p(BJC)p(D|C)p(E = &C)
p(A = a;E :Pe) p
_ P(C)p(A = aC)p(E = §C) ( 5 P(BJC)) ( p P(DJC))
p(A = a;E = ¢
_ P(C)p(A = aC)p(E = ¢C)
p(A = aE = ¢

The last stepoccurs becausep s P(B]C) is just the vector of 1's (becauseB isn't
instantiated),while the term p(A = ajC) yields a vector—the probability that the
variable A takeson the observedvalue a for ead of the possiblevaluesthat C can
take on. Nodessud as B C which contribute no informationto the sumare saidto be
barren. Thenumeator is equivalentto messgessentfromthe nodeAC to thenode
E C via the sepantor C, followedby thereturnmessge fromEC to AC. After both
messges,thevalueof p(A = a;C;E = €) canbeevaluatedat eithernode andthe
denominatocanbecalculatedoy maminalizingout C. AltogetherthisrequiresO(k?)
opemtions.

(b)

Thisis theconverseof thepreviousmodel—itstherichestpossiblenodelof categorical
data,includingall potentialstatisticalrelationshipdbetweerntifferentelementsasseen
in its joint probability:

P(A; B;C;D;E) = p(A)p(B)p(D)p(E)p(CjA; B;D; E)

Thelast factor is, effectively a complete5-dimensionatable with k® elements.The
structureis visiblein its moralized,undirectedgraph (recall that every pair of parents
of a givennodemustbe connectedn the moral graph):
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00 ~0=0

Thisis clearly a clique—e&erynodeis connectedo every other—sothete is no addi-

tional triangulationto do. Unsurprisingly thecorrespondingunction“tr ee” is simple
albeit painful:

" #3$%

Thele are nomessgesto passin thistree(asthereis onlyonenode).p(CjA = a;E =

e) canonly be obtainedthroughdirect maminalization of the joint, requiring O(k*)
opemtions.

(©)

P(A;B;C;D;E;F;G) = p(A)p(B)p(D)p(CjA; B; D)p(FjD)p(E]C; F)p(GjF)

Whidh requires O(k*) spaceto represent(the largestterm contributed by C and its
parents). Notethat while this graphis more comple than the previous (and contains
more variables),it actuallyyieldsa more compactepresentatior{asymptotically) The
correspondingnoralized,undirectedgraph(which alsohappengo betriangulated)is:
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which hasat leasttwo junctiontrees,oneof which is:

Tocalculatep(CjA = a;E = ¢), it turnsoutthatF G is abarrennodeandits messges
are unimportant(a vectorof 1's, asin part (a), above), sothe only messgesare from
thenodesCEF andAB CD. Pickingan arbitrary nodecontainingC asour root (say
CDF), we propagatemessgesin fromtheleaveso theroot andthenbadk out to the
leaves. E.g, the messge from CEF is the 2-d “slice” of thetablep(E = €C;F)
correspondingo theevidenceE = e—i.e, onevaluefor the probability of E = efor
every pair of valuesthat C andF cantake on. At the end,we maginalizeC fromany
of the nodescontainingit andnormalize Theentire operation requirestime bounded
by the largestrelevantclique, i.e., O(k?%). Notethat if the evidencehadbeenF = f
insteadof A = a, the clique nodeAB CD would be uninvolvedand inferencewould

require only O(k®) in this case



CS591:Intro to MachineLearning,F'03 11

(d)

P(A;B;C;D;E;F;G;H;1;3) = p(A)p(B)p(C)p(DjA; B)p(EjB; C)p(FiD)p(GJE)p(HF)p(l jF;

which requires O(k®) space(from the termsfor D, E, and |, all of which have?2
parents).

Thisgraphrequiresonly a little moralization(no nodehasmorethantwo parents):
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but it actually requiresa coupleof new arcsto fully triangulate (this is one possible
wayto triangulateit; others exist):

To do inferenceon C givenA = aandE = e, we seethat, again, all messges
fromthenodesFH, GJ, andF Gl are justtablesof 1's (theseare barrennodes,as
they havereceivedno evidencedirectly and don't act as conduitsfor information).
We choosean arbitrary root node say BDE, and propagate messgesin from the
evidence-bearinghodes(EF G, BCE and ABD). Notethat in manyintermediate
stepsE = e continuego in uence maginalization(becauseE appeasin 4 cliques
in thetriangulatedgraphand, therefore, in 4 clique nodesof the junctiontree). After
collectingall evidencein to BD E, we propagateout messgesfromB D E bad to the
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leaves.After doingso,all nodesre ect theevidencethat A = aandE = e, sowecan
obtainP (CjA = a;E = e) bymaminalizingB CE for C andnormalizing Thewhole
procesgequirestimeboundedoy thelargestclique, i.e., O(k?).



