
The joy of data
Plus, bonus feature: fun with differentiation

Reading: DH&S Ch. 9.6.0-9.6.3



Administrivia
¥Homework 1 due date moved to this Thurs (Feb 2)

¥ If you didnÕt know this, subscribe to ml-class mail 
list



Where we are
¥Last time:

¥Bias

¥Entropy

¥The full DT alg

¥Today:

¥HW1 FAQ

¥Some mathematical reminders

¥Measuring performance



HW1 FAQ

¥Q1: Waaaaah!  I don’t know where to start!

¥A1: Be at peace grasshopper.  Enlightenment is not 
a path to a door, but a road leading forever towards 
the horizon.

¥A1Õ: I suggest the following problem order: 8, 1, 11, 
5, 6



HW1 FAQ
¥Q2: For problem 11, what should I turn in for the 

answer?

¥A2: Basically, this calls for 3 things:

1.  An algorithm (pseudocode) demonstrating how 
to learn a cost-sensitive tree

¥ csTree=buildCostSensDT(X,y,Lambda)

2.  An algorithim (pseudocode) for classifying a 
point given such a tree

¥ label=costDTClassify(x)

3.  A description of why these are the right 
algorithms



HW1 FAQ

¥Q3: On problem 6, what’s Δi(s,t)?

¥A3: A mistake.  At least, thatÕs our best guess...

¥A3Õ: I think what they mean is: “the change in 
impurity at node s, due to splitting on attribute t”.

¥A3ÕÕ: What they really want is: “prove that Equation 
5 is always non-negative”.  Treat it as just Δi(N).



HW1 FAQ
¥Q4:  What’s with that whole concavity thing?

¥A4:  It all boils down to this picture:
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HW1 FAQ
¥Q4:  What’s with that whole concavity thing?

¥A4:  It all boils down to this picture:

¥Now you just have to prove that algebraically, for 
the general (c>2) case...



HW1 FAQ
¥Q5: Do I really have to show you every, single 

calculation for problem 8?
¥A5: Yes.  IÕm a slave driver and I enjoy making students 

do mindless arithmetic make-work that a computer is 
better suited for.
¥ I also torture kittens and donate brussel sprouts to food drives.

¥A5Õ: No, of course not.  You can use a computer to do 
some of the calculations.  But I do want you to 
demonstrate:

¥You know how to calculate each formula.

¥You know which formula gets applied when.

¥The impurity and gain at each node/split.

¥Why each split you choose is the best one.



HW1 FAQ

¥Q6: How do I show what the maximum entropy of 
something is?  Or that it’s concave, for that matter?

¥A6: That brings us to...



5 minutes of math
¥Finding the maximum of a function (of 1 variable):

¥Old rule from calculus:

f (x)

d2

dx2 f (x) < 0

d
dx

f (x) = 0



¥Ok, so whatÕs the multivariate equivalent?

¥Ex:

¥WhatÕs the derivative of this with respect to x?

f (x) = ! 2x2

1 + 2x1x2 ! 2x2

2 + 2x2x3 ! 2x2

3

5 minutes of math



5 minutes of math
¥Rule is: for a scalar function of a vector argument

¥ f(x)

¥First derivative w.r.t. x is the vector of Þrst partials:

f (x) = ! 2x2

1 + 2x1x2 ! 2x2

2 + 2x2x3 ! 2x2

3

!
! x

f (x) =
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! 4x1 + 2x2

2x1 ! 4x2 + 2x3

2x2 ! 4x3
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= 0



5 minutes of math
¥Second derivative:

¥Hessian matrix

¥Matrix of all possible second partial combinations
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5 minutes of math
¥Second derivative:

¥Hessian matrix

¥Matrix of all possible second partial combinations

f (x) = ! 2x2

1 + 2x1x2 ! 2x2

2 + 2x2x3 ! 2x2
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5 minutes of math

¥Equivalent of the second derivative test:

¥Hessian matrix is negative deÞnite

¥ I.e., all eigenvalues of H are negative

¥Use this to show

¥An extremum is a maximum

¥System is concave



Exercise

¥Given the function:

¥Find the extremum

¥Show that the extremum is really a minimum

f (x) = 2x2
1 + 4x1x2 + x2

2



Back to performance...



Separation of train & test

¥Funda mental pr inciple  (1st amendment of 
ML):

¥DonÕt evaluate accuracy 
(performance) of your classiÞer 
(learning system) on the same 
data used to train it!



Holdout data
¥Usual to Òhold outÓ a separate set of data for 

testing; not used to train classiÞer

¥A.k.a., test set, holdout set, evaluation set, etc.



Holdout data
¥Usual to Òhold outÓ a separate set of data for 

testing; not used to train classiÞer

¥A.k.a., test set, holdout set, evaluation set, etc.

¥E.g., X = [x1|x2| · · · |xN ]

⇒ X t rain = [x1|x2| · · · |x i]

X t est = [x i+ 1|x i+ 2| · · · |xN ]



Holdout data
¥Usual to Òhold outÓ a separate set of data for 

testing; not used to train classiÞer

¥A.k.a., test set, holdout set, evaluation set, etc.

¥E.g.,

¥                      is training set (or empirical) accuracy

¥                    is test set (or generalization) accuracy

acc(Xt rain )

acc(X t est )

X = [x1|x2| · · · |xN ]

⇒ X t rain = [x1|x2| · · · |x i]

X t est = [x i+ 1|x i+ 2| · · · |xN ]



Gotchas...
¥What if youÕre unlucky when you split data into 

train/test?

¥E.g., all train data are class A and all test are class 
B?

¥No ÒredÓ things show up in training data

¥Best answer: stratiÞcation

¥Try to make sure class (+feature) ratios are same 
in train/test sets (and same as original data)

¥Why does this work?



Gotchas...

¥What if youÕre unlucky when you split data into 
train/test?

¥E.g., all train data are class A and all test are class 
B?

¥No ÒredÓ things show up in training data

¥Almost as good: randomization

¥Shufße data randomly before split

¥Why does this work?



Gotchas

¥What if the data is small?

¥N=50 or N=20 or even N=10

¥CanÕt do perfect stratiÞcation

¥CanÕt get representative accuracy from any single 
train/test split



Gotchas

¥No good answer

¥Common answer: cross-validation
¥Shufße data vectors
¥Break into k chunks

¥Train on Þrst k-1 chunks

¥Test on last 1
¥Repeat, with a different chunk held-out
¥Average all test accuracies together



Gotchas

¥In code:

for (i=0;i<k;++i) {
[Xtrain,Ytrain,Xtest,Ytest]=

splitData(X,Y,N/k,i);
model[i]=train(Xtrain,Ytrain);
cvAccs[i]=measureAcc(model[i],Xtest,Ytest);

}
avgAcc=mean(cvAccs);
stdAcc=stddev(cvAccs);



CV in pix
[X;y]Original

data

[X’;yÕ]Random
shufße

k-way
partition

[X1’
Y1’]

[X2’
Y2’]

[Xk ’
Yk’]

...

k train/
test sets

k accuracies
53.7% 85.1% 73.2%


