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| ‘Meet Mack the Mouse*

¥ Mack lies a had life as a psycholggtest subject

¥ Has to run aound mazes all gaondingdod and
avoiding electric shocks

¥ Needs to knav how to Pnd cheese quicklhile
getting shockd as little as possible

¥ Q: How can Mack learn to bnd his waround?
* Mickey is still copgright



Stat with an easy case

¥ V.simple maze:
¥Whene¢er Mack ges lefthe gets cheese
¥ Whenever he ges righthe gets shoakd

¥ After reward/punishmenthe©reset back to star
of maze

E

¥ Q: how can Mack learn to act &l in this world?



Learning in the easy case

¥ Sy there are two labels@heeseO and@shockO

¥ Mack tries a bunch of trials in theonld -- that
generates a bunch of experiences:

| Action ¢ | Result ¢
- |eft " cheese

. left % + cheese %
. right ? _. « shock ?
;& | ef t é # cheese é

¥ Now what?



~|But what toda?

¥ So we know that Mack can learn a rpping fom
actiongo outcomes

¥ But what should Mackoin ary gi\en situation?

¥What action should he takat ary given time?

¥Suppose Mack Is the subject of a psycbpic drug
study and has actugltome tolike shocks andhate
cheese -- hw does he act nw?



Ravard functions

¥ In generalwve think of areward function:
R :outcomes! R

¥ R() tells us whetheMad thinks a paticular
outcome Is god or bad

¥ Mack bebre drugs:
¥ R(cheese)=+1
¥ R(shock)=-1
¥ Mack after drugs:
¥ R(cheese)=-1
¥ R(shock)=+1
¥ Behaior always depends onawards (utilities)



Maximizing eward
¥ So Mack wants to get the maximm possible
reward
¥ (Whatever that means to him)
¥ For the one-shot case l&this,this Is fairy easy
¥ Now what about a hater case?




Ravard over time

¥In generalagent can be In states at ary timet
¥Can choose aractiora]. to take In that state

¥ Rwd associated with a state:
¥ R(s)

¥ Or with a state/action transition:
¥ R(s.a)

¥ Series of actions leads to series efvards

¥ (s;,8)) =85 R(Sy); (S3.87) 8,4 R(S); -



Ravard over time




Ravard over time

V(s)=R(s)+R(s)+R(s;))+R(s))+...



Ravard over time

V(s)=R(s)+R(s,))+R(sy)+...



“|Where can pu g?

¥ DebnitiartComplete set of all states agent could |
In Is called thestate spac&

¥ Could be discete or contiruous
¥ WeOll usuglivork with discrete

¥ Size of state spacis|
¥ S:{ Sl,Sz,...,35|}



“|What can yu do?

¥ DebnitiorComplete set of actions an agent coulc
take Is called the action spadk:

¥ Againgdiscrete or cont.

¥ Againwe work w/ discrete

¥ Againsize]A |
¥ A ={ay,...,an }



" |[Experience & histories

¥ In supevwised learning)fundamental unit of
experienceQeature ector+label

! X ’ yll
¥ Fundamental unit of experience in RL:

¥At time t in some states, take actiona]., get
reward r,,end up In states,

ISi,a,rt, Sk’

¥Called arexperence tupler SARSAIple



The value of histoy...

¥Set of all experience during a singl@sodelp to
timet is ahistoy:

hT - {!St: 1 at: 1; rt: 1"1 !St: 21 at: 21 rt: 2"1 LI

ISi=T7,8t=T,lt=T "}

¥ A k.a.frace, trajectory



Policies
¥Tota accumlated reward (valueV) depends on

¥ Where agent stas, initial s

¥W’1at agent does at each step (dua),
¥ Plan of action is calledplig, !

¥ Policy debPnes what action to takn evew state
of the system:

ST A

¥ A.k.acontroller, control law, decision ruleetc.



Policies
¥Va|ue IS a function of stastate and policy:
V' (si)! f(states encountered|started at s,

executed policy !)
= f (history his;,!)

¥ Useful to think about bnite horizon and inbnite
horizon values:

Vi (si) = f(hrlsi,!)
Vi(si)= _lim f(hrls.!)



_ Finite horizon eward

¥Assuming that an episode Is Pnite:

¥ Agent acts in the wrld for a Pnite mmber of
time stepsT, experiences histoy h

¥What should total aggrgate value be?



Finite horizon eward

¥Assuming that an episode Is Pnite:

¥ Agent acts in the wrld for a Pnite mmber of
time stepsT, experiences histoy h

¥What should total aggrgate value be?
¥ Total accumiated e

V(ht) = Zrt

¥Occa3|onay useful tcl)Tusaveage reward:
1
V (hT ) — It

Tt=1



Gonna lie forever...

¥ Often,we want to model a pocess that isndepPnite

¥ Inbnitey long

¥ Of unknown length (dori@®now in advance whe
it will end)

¥ RungOtil igGstopped (randoryl)
¥ Have to consider inPnitgllong histories
¥ Q: what does value mearver an inbnite histoy?



Reaaayl long-term eward

hi = {!si=1,at=1,7t=1 ,!St=2,at=2,1t=2", ...}

¥ be an inbnite histor

¥ We debne thénbnite-h@on discounted valioebe:
o0

V(he) = > I'ry
t=1

¥ where 0 <! < 1 js thediscountictor
¥ Q1:Why does this wrk?
¥ Q2:if R __ is the max possibleewvard attainable

In the ervironment,what |staX’>



