Reinforcement Learning
Reinforced
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Administrivia
N ® I'm out of town next Tues and Wed

® Class cancelled Apr 4 -- work on projects!
® No office hrs Apr 4 or 5
® Back on Apr 6

® Today: FP proposals due
® |'ll get you feedback ASAP

® R2 returned



Where were we again??!

® [ast time -- exam
® (Class before that -- review session
® Week before that -- spring break
® Class before that-- intro to reinforcement learning
® Definitions; problem statement; notation
® Today:
® RL continued
® Quick refresher
® Outcome uncertainty

® Definition: Markov Decision Process (MDP)



(real) Quick refrest\er

L3

® Agent (Mack the mouse)

® Goodness of outcomes: R : outcomes — R

® Set of locations (states): S={S1,%,... S|}

® Set of actions: A ={ay,...AA |}

® Fundamental unit of experience: <Si , &, I't, Sk>
® Trace of SARSA tuples/history: hr

e Policy/control law: ! : S A

® Value function/aggregate reward: V! (N|Sstary! )

® Finite & infinite horizon rewards; discounting



Uncertainty of outcomes

® Consider:You can go to one of two startups:
® SplatSoft Inc. (makes game software)
® Might win big:
e R(survives¥$15 Mil, Pr[survives]=0.01
® Might tank:
e R(tanks¥-%$0.25 Mil, Pr[tanks]=0.99
® Google Inc. (makes some web software)
® Might win big:
e R(survives¥$2 Mil,Pr[survives]=0.8
® Might tank:
e R(tanks¥$-0.5 Mil,Pr[tanks]=0.2



Transition functions

e At time t in state S, take action a]

e Next state is a stochastic function of history h, as

well asSIand a]
T(si,q,S«) = Prlg+1 = skl = si, &, ht]

e Need random vars @, to represent “state that

agent is in at time t”



I
Transition functions

® |.e,where you go next depends on where you are,
what you dg and how you gt were you are

® Very different outcomes @ SplatSoft depending
on internship at MordorSoft or Golden Arches

® T() called transition function

® A.k.a.process model, system dynamics



Ristories & dynamics

Fixed policy ! @ ll'g )=a, $)=0.25
a 54) =0.63
1 (s)=a, @ @ @ L (S)=ay,
& O @ O
! (55):a3 I (

& & G @@%

Pr({s,s.,s;}|0,=s,,! )=0.25"...
Pr({s,,s,;,S|9,=S,,! )=0.63"...



Probable histories

® Combination of:

e Initial state, Q,

® Policy,!
® Transition function, T()
® Produces a probability wer histoes

e Prlhlg,, ']
® Note: for any fixed length of history, t:
> Prr[h’|on,!]= 1

h'! all hist. of len t
® (i.e,, somethingas to happen...)



Sweet sorrow of memory

® Keeping around h is essentially a kind of memory

® What happened in the past to shape where you
are now!

® Problem:a full function of h is really nasty...
® Assume that t=50,|S|=2, |A |=2

® Q:How many parameters does T have to have!



|
Sweet sorrow of memory

® |[ssue is that there are a truly vasthumber of
possible history traces

® Think about size of complete tree of histories

® Don’t want to have to think about history when
figuring out what will happen when agent acts now

® For many useful systems, all important info can be
encoded in the state alone



5 minutes of math...

e Definition: An orderk Markov piocesss a stochastic
temporal process in which:

Pric |G 1.0 2,...,h] = Pric | 1, G 2,... G k]

® for some finite, bounded k<t



5 minutes of math...

® |Important special case: k=1

Prio

® First orc

Gt 1,G 2,-..,0h] = Pr|c|o 1]

er Markov process -- only need to know

current state to make the best possible prediction
of next state

e Note! We're not talking RL here -- no actions, no

rewards

® We're just talking about random procs. in general



5 minutes of math...

® For a PniteMarkov process (|S|=N<! ), entire

transition probability function can be written as a
transition matrix:
Prlg = silgr1=sj]l=a,; !'1,] " 1,...,N

di1 aAdi2 ada di N

- o
- R a2, ng

# n n
ay 1 ay 2 ada ay N
e Often called a Markov dhain



Markovian environments

® |et’s assume our world is (Ist order) Markov

® Don’t need to know how Mack got to any
specific state in the world

® Knowing his current state tells us everything
important we need to know about what will
happen when he takes a specific action

T(si,aj ,Sk) = Pr[qt+1 = sk\qt = si,aj]

® Now how many params do you need to describe
the transition function!?

® Such a world is called a Markov decision pcess



The SAS matrix

® o describe all possible transitions under all
possible actions, need a Setof transition matrices

T = Prlg+1 = scla = si,g]



The SAS matrix

® o describe all possible transitions under all
possible actions, need a setof transition matrices

TIAL TIA
W TlA
T|A| — n T2|,1|
- T, Tf, &4 T
TE, T,

1 1 1
TN,l TN,Z TN,N

Y &N 4

AT

¢

|A]
LEHN

A
T2,N

?TIAI

£

o= t==\=\=)



5 Minutes of math...

Given a Markov chain (in general, proc), and a start
state, can generate a trajectoy

e Start w/ Q,=S, pick next state from

Prlp|or = si]

® Repeat for t steps

Yields a t-step trajectory, hy = {si, Sjyeeey Sk }

Any

specific trajectory has a fixed probability:

Sy A 4

Prih:] = Prloh = s;]a; ;a,; @éa,,

Mar
Mar
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MDPs defined

e A Marlkov decision pcesgMDP), M , is a model of a

stochastic, dynamic, controllable, rewarding process
given by:

e M=ISA, TR
® S: State space

® A :Action space
® T:Transition function

® R:Reward function

® For most of RL, we’ll assume the agent is living in
an MDP
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Exercise

® Given the following tasks, describe the
corresponding MDP -- what are the state space,
action space, transition function, and reward
function! How many states/actions are there?

How many policies are possible?

® Flying an airplane and trying to get from point A
to B.

® Flying an airplane and trying to emulate recorded
human behaviors.

® Delivering a set of packages to buildings on UNM
campus

® Winning at the stock market



